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Elastic 探秘之遗落的珍珠 
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Elastic 探秘之遗落的 功能 
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关于我 
来⾃自Elastic的⼯工程师 
@medcl 
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世界领先的开源软件提供商 

加⼊入我们：http://grnh.se/iup1q61 
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1.Elasticsearch ⾥里里的⼏几个不不起眼的⼩小功能 
2.Kibana ⾥里里⾯面⼏几个值得留留意的新功能 
3.Logstash/Beats ⾥里里⾯面⼏几个值得留留意的功能 
4.X-Pack 不不容错过的免费功能 

寻宝图 
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Meta  Field 
 
GET mapping 
PUT mapping 
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Index Sorting 
 
提升排序性能 
更更好的压缩⽐比 
更更少的磁盘 
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Adaptive Replica Selection 

依次轮询 -> 智能的选择副本进⾏行行查询 
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Kuery + Autocomplete  

默认 
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Kuery + Autocomplete  

开启 
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Kuery + Autocomplete  

开启后 
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Recently Viewed and Recent Time Range 

 

 

 

Where was I... 

Recently viewed objects                                                 Recently used time range 
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Chained Input Control 

 

•  The first input control filters the values for the second input control 

 

Remember Input Control? 
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Geo 

•  Support for Vega base map 

•  Create interactive highly customizable maps 

 

 

 

 

 

 

 

 

 

 

Vega: 

•  2 new vector maps China provinces and France departments 

 

 

 

 

 

 

 

 

 

 

 

Region maps: 
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TSVB 注解 
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curl -X POST http://localhost:5601/api/
saved_objects/index-pattern/my-pattern  -H 'kbn-xsrf: 
true' -H 'Content-Type: application/json' –d’ 
  { 
  "attributes": { 
       "title": "my-pattern-*" 
  } 
}' 

使⽤用 API 来创建 Index Pattern 
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Dissect filter 
filter { 
    dissect { 
      mapping => { 
        "message" => “%{name},%{addr1},%{addr2},%{addr3},%{city},%{zip}" 
      } 
    } 
  } 

输⼊入：Jane Doe,4321 Fifth Avenue,,,New York,87432 
输出：{ 
             "name": "Jane Doe", 
             "addr1": "4321 Fifth Avenue", 
             "addr2": "", 
             "addr3": "", 
             "city": "New York" 
             "zip": "87432" 
} https://www.elastic.co/guide/en/logstash/current/plugins-filters-dissect.html 
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历史悠久, started in 2002 
跨平台, Perl 编写 
插件丰富： 
•  http://gallery.munin-monitoring.org/index.html 
•  https://github.com/munin-monitoring/contrib/ 

munin node MetricSet 
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●  Persistence at the edge 
○  Great for ephemeral data 
○  Part of libbeat, OSS 

●  At-least-one delivery 
●  Spool is an alternative to in-memory 

queue (either, not both) 
●  Restarts from where it left off 
●  Size is max, but likely will use all 

Beats - Spooling to Disk (Beta) 

#	____beat.yml	
	
queue:	
		spool:	
	
				file:	
						path:	"${path.data}/spool.dat"	
						permissions:	0600		#	One-time	
						size:	100MiB							#	One-time	
						#prealloc:	true				#	One-time	
	
				write:	
						buffer_size:	1MiB	
						flush.timeout:	1s	
						flush.events:	16384	
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elastic.co/downloads/elasticsearch 

Elastic License 
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elastic.co/downloads/elasticsearch-oss 

Apache 2.0 
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Monitoring 
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sql> SELECT description FROM features 
WHERE product = 'elasticsearch' AND version = 
'6.3.0'; 
   
description 
--------------- 
SQL 
Data Rollups 
Java 10 Support 
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Raw Minute Hour Day 

Docs: 9,041,000 1,448,285 49,554 8,447 

Size: 2.23gb 1.25gb 48.40mb 9.10mb 

Docs % change: -83.98% -99.45% -99.91% 

Size % change: -43.68% -97.84% -99.59% 

(avg ~200 docs per minute, 32 days of data, single host) 
(20 grouping fields, 62 numerics @ min/max/avg == 186 metrics) 

Rolling up Metricbeat data 
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Index management 
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Grok 
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Profiling 
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CSV export 
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https://radio.elasticsearch.cn https://conf.elasticsearch.cn/2018/ https://www.elastic.co/training/certification 



THANK YOU 
medcl@elastic.co 

http://www.elastic.co/ 



专业、垂直、纯粹的 Elastic 开源技术交流社区 
https://elasticsearch.cn/ 


